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Abstract

Despite the explosive growth of the public Internet, and the intense corporate interest in profiting from that growth through means such as online content distribution, commercially successful online distribution of legitimate, licensed digital content has stagnated. To take recent popular media coverage of this issue at face value, this stagnation is due to widespread piracy – more specifically, to the chilling effect that fear of such piracy has on content owners, who refuse to make their content available on-line. 

This article demonstrates that there is in fact a much more complex set of factors impeding the growth of online content distribution. The author has direct experience of many online distribution programs. Many of these failed to meet reasonable commercial objectives for reasons having nothing to do with the theft of content – or the technology used to prevent such theft. 

Content protection, as embodied in Digital Rights Management technology, is indeed necessary, but it is not sufficient. Many additional considerations, which have so far been under-appreciated, are illustrated here. Some of these factors are systemic, many are time-related, and many are just good business sense of the sort that was rare in the heady days of the dot-com bubble.

Fortunately, many of the time-related factors have improved, we have gained a much better understanding of the systemic factors, and business sense is much more in fashion at this writing in 2002 than it was in the preceding years. Therefore, we believe that a resurgence of online content distribution is about to begin, led by those who take careful advantage of these lessons.
Background 

The Internet was, and continues to be, - the “dot-com-bomb” notwithstanding - one of the great success stories of our age. 

In industrialized economies in general and the United States and Canada in particular, most consumers are Internet-connected, many of them via high-speed access. Most consumer media such as software, audio, and video is already in digital formats, and the Internet is a frictionless, almost free distribution channel for such digital content. Further, although there is some fragmentation of platforms, there are many millions of  Internet-connected Windows PCs, which constitute a vast and desirable market.
In light of which, the opportunity to create new revenue streams from on-line content distribution is obviously huge. A lot of companies sprang up in the 1990s to help make such digital content distribution a reality.

So why, as this is written in 2002, is so little online distribution being done?

The short answer is that the world of the 1990s was not ready for digital content distribution as a mass-market commercial business. There are many underlying factors, most of which the author experienced first-hand as a DRM pioneer.
The theft of digital content using the Internet is a serious issue, and Digital Rights Management technology can help prevent it. 

However, the vast amount of publicity devoted to content theft and its prevention – MP3, Napster, kazaa, DeCSS, the Digital Millennium Copyright Act, and so on, masks deeper issues. Many digital content programs were doomed to fail long before Digital Rights Management enters the picture. They usually failed either to produce a valued user experience, or to attract enough users in the first place. 

The market for Digital Rights Management technology has been constrained accordingly; as documented in the book “Digital Rights Management”[1]. 

What Was Learned– the high-level view

Below, are a significant number of specific factors which contributed to the stagnation of online content distribution. Before jumping to that level of detail however, it is worth summarizing the challenges at a general level.

First and foremost, any online program must be based primarily on ONE clear, measurable business objective. The objective – and the core business of the company which sets that objective – may have nothing to do with the Internet per se, and the company driving the program is not necessarily the one which owns or distributes the content. It may be that a cereal company wants to sell more cereal by attaching CD-ROMs to cereal boxes, and wishes to acquire premium content for that purpose which requires online protection. In this case, it is easy to analyze afterwards and determine if the cost of the program was justified in terms of increased sales.

This principle may sound condescendingly obvious – but it has been honored more in the breach than in the observance in the technology arena.
Secondary objectives, secondary participants, multi-tier distribution, tag-along content, revenue sharing, data-sharing, and so on, are fine- but do not let them de-focus the program! At best, they might provide an incremental revenue opportunity that would cause an otherwise uneconomic program to turn a profit. At worst, they introduce so many new dependencies that a program fails to reach deployment in the first place. Most often, they just make the program slower and more expensive to deploy, confuse the consumer, and obfuscate the analysis of its results – to the point where it is hard to figure out what worked and what did not.

Secondly, a program must choose problems that are solvable in the world in which it is launched – considering, consumers, law, technology, and the participating businesses.  For example, if a company is not currently running Web-based ecommerce at all – or if their internal tools and processes are not automated and easily integrated with Web infrastructure – then a lot of groundwork is needed before they leap into the relatively complicated task of managing online content programs. Similarly, consumers have certain patterns of Internet access, computer use, entertainment access etc., and they are unlikely to change those patterns significantly just to accommodate your on-line program, no matter how good it is.

In the 1990s, many technology providers did a disservice to content owners by encouraging them to run before they could walk. They dangled all sorts of baubles in front of content owners, such as multi-tier digital distribution, paid peer-to-peer distribution, or the 99-cent single-song download with micropayment capability. Unfortunately, such things are very hard to make into a business today. They add complexity at the back end, and, worse, they usually add complexity for the consumer, who simply won’t tolerate it. Adding these kinds of things to your program is more likely to make the program collapse under its own weight than to make it more successful. Tried-and-true models based on advertising, promotions, or conventional ecommerce, are much better ways to gain experience and initial success, before pushing the technology envelope. 

Last, but far from least, is the crucial role of marketing.  There are many Web sites in the world we have never visited, and many unsolicited CD-ROM disks acting as coasters in our offices and homes. Adding desirable controlled content such as audio, video, or software to your on-line program can provide a commercial differentiator– but it doesn’t magically make new customers crawl out of the woodwork. People need a reason to go to you site, or try that CD. Providing that reason to a large enough number of people, to start the self-sustaining critical mass you want, must be done by marketing.  Further, the sort of marketing required here is new and not necessarily something that off-line or even conventional Web marketing addresses well. It requires specific expertise that must be explicitly included in the program.

What Was Learned– The Detailed List
Program Management Pitfalls

A commercial program based on digital content distribution and the Internet is a multidisciplinary project with inherent technical and commercial complexities. Companies of vastly different sizes, ages, locations, and corporate cultures are involved. Some of them have brands that must be prominent – and others will be relatively invisible. Relationships may be simple customer/supplier ones, but just as often, there is revenue sharing or other partnership aspects. The manufacture and distribution of physical goods, including CDs or DVDs, may be involved. License restrictions may vary for different pieces of content involved. Geographical scope needs to be considered – not just in terms of where the program is supposed to operate, but also in terms of how the system detects and reacts to out-of-boundary interactions. 

The complexity of these interactions is such that most of the parties naturally  involved won’t have all of the skills required to manage the program without significant problems arising. 

It makes sense in such situations to seek the services of someone who specializes in managing such multidisciplinary programs. 

Internet Performance and the “Killer App”

In the mid 1990s, many companies were seeking the “killer app” that would cause so much consumer pull for broadband access, that the required Net infrastructure would emerge to satisfy that pull. Internet-based video streaming was a leading candidate, along with IP telephony, and possibly streaming software.

It seemed reasonable at the time that consumers might have low-delay, multimegabit Internet access within a few years. The performance of state-of-the-art computing and communications systems, then as now, almost doubles every year – in fact, communications bandwidth is doubling a bit faster than computing power. This astounding growth and its implications have been popularized primarily by the work of George Gilder [3]. 

But what a naïve reading of Gilder misses is that the Internet- especially the mass-market public Internet, including the millions of users and computers connected to it- is not a state-of-the-art system. It’s a legacy system: it’s too big to redesign, and too expensive to replace any substantial part of it for the sake of one application. 

As a result, the performance delivered to consumer end-users of the Internet improves in fits and starts, instead of the smooth exponential curves that core semiconductor and optical technologies display. At this writing, once a consumer has made the step up to cable or DSL, - getting sporadic bandwidth that’s typically a few hundred kilobits per second - there’s no faster alternative on the horizon. There are fundamental reasons – both economic and technological, why it will be years before the mass-market consumer will take the quantum leap to the next plateau. More background on this issue may be found in “The Rocky Road to Bandwidth Utopia” [4].

It turns out that today’s Internet performance plateau is more than adequate for what people do on the Net   today – mostly Web-surfing, downloading, and communicating with their friends. It’s not adequate for the candidate “killer apps” of streaming video, streaming software, and IP telephony.  

This is not a problem for online content programs. It just means that realistic delivery methods must be selected. Download and even physical delivery make sense depending on the target audience.

Discontinuous Innovation and Incumbent Content Owners

Mass media content businesses which produce computer games, music, movies, and so forth, generate huge amounts of revenue and, most of the time, also generate significant profits. They have methodologies – sales channels, business models, marketing etc. which are well understood and which work. 

In the context of such a business, new program proposals are typically screened in a very risk-averse fashion, and must be able to convincingly demonstrate that they will generate major amounts of revenue generation in a short period of time. For a billion-dollar company, an initiative that might only produce, say, million-dollar revenue initially, most often will not be approved.

But, as “The Innovator’s Dilemma” [2] convincingly argues, almost any truly new technology starts off being economically unattractive to dominant corporations. It is usually smaller corporations which champion both the creation and the application of new technology – not least because they do not have large existing revenue streams at risk and, for them, an initial revenue stream of a few millions dollars looks attractive. 

As of this writing, the incumbent large content owners in digital entertainment have maintained their positions of dominance. They have largely ignored discontinuous technologies such as digital distribution, and have not, so far, been superseded by smaller players which are more Internet-oriented.  This is not because these smaller players have the wrong idea. It reflects the fact that the smaller players do not have the “A” content, nor the marketing resources to create “A” content, which is needed to create a large user base. It is also true that free competition from piracy probably hurts second-tier publishers more than first-tier ones. After all, pirated software is a de-facto marketing tool used for “try-before-you-buy” or for sharing with friends. If pirated software is almost exclusively from dominant publishers, the benefits of this de-facto marketing are systematically skewed against second-tier publishers- who are more likely to experiment with progressive distribution and licensing than the major incumbents.

Nonetheless, there is huge demand for digital content to be available, which needs to be legitimately satisfied. To what extent this is done by incumbent publishers vs. demographic portals vs. new-media publishers, remains to be seen.  Regardless, the demand will ensure that systems to satisfy it are created, whoever they may be run by.


The Convergence Millstone

From a technology point of view, the Internet, television, the computer, the telephone, and quite possibly everything electronic in a consumer’s house, are ripe to be converged into one network, one service offering, and one main box. From a service provider’s standpoint, this is very attractive, because it gives them the potential to own all of the information flow into and out of a consumer’s home. One-stop shopping for phone, high-speed Internet, and advanced video services can also be positioned as convenient for consumers.

This idea has largely faded away, both because the regulatory, competitive, and technical factors have prevented it from being practical, and because consumers have shown little interest in it. In consumer’s minds, one big monopoly supplier is not better than two or three smaller ones.

Until recently however, the planners for major Internet content or infrastructure programs often felt obligated to support this future “convergent” technology, in addition to obvious channels such as standard Internet and PCs. Since there wasn’t enough information to actually design and implement the “Convergence” part, the net result was that such programs usually stalled in the definition phase.  In case, the laudable goal of being future-proof was a millstone around their necks

Today, it’s clear that a successful online program can and should be built for the large markets that actually exist today, such as PC users on the public Internet. Sensible design choices will help ensure that programs are portable to new convergent technologies as and when they emerge.

Changing Consumer Behavior

Businesses based on new Internet technologies often expect consumers to do something they haven’t done before. Consumers may or may not do so, depending on the perceived difficulty of the change(s), and the magnitude of the reward.

Sometimes, consumers are simply asked to do deal with too much complexity, or to do too many things at once.  A new technology that requires, say, more than one install / download and one or more reboots of a PC, is probably too hostile for mass adoption.

This issue is best addressed by a strong focus on simplicity in application design. Nothing should be there that doesn’t need to be there.

On a similar note, consumers are often expected to do things in order to access content which they really have no desire to do. For example, in a survey done by the Gartner Group in early 2002, most of the people polled who had Microsoft Passports did not even know they had them, or what features the Passport had. They had only gone through a mandatory signup process in order to get some other service, such as Hotmail.

Often, consumer behavior does change in ways that are desirable to Internet businesses – but not as fast as those businesses would necessarily like them to. 

For example, most of the Windows PCs in people’s homes today are capable of supporting user logins – but very few people use that feature, because it is seen as too onerous. Internet based business operators would love people to use that feature, so their Web systems could tell who is actually in front of the PC at any given moment.  Up to now, most such businesses have rightly judged that they can’t get people to change such basic PC behavior for the sake of one application, however good it may be. Recently, however, the Windows XP operating system has created user logins that have compelling features even for a family PC. As a significant fraction of the mass market migrates to Windows XP and uses these login features, then it may be possible to for consumer Internet applications to utilize this personal information.

As per this example, sometimes you just to have to ride the behavioral curves that are occurring in the mass market, rather than trying to force them.

The Lowest Common Denominator Problem

Those in the technology and media industries tend to be natural optimists who think that if something is really cool, people will go after it. A group of such people seeing a demonstration of some new technology think consumers will want it too. It’s easy to forget that the group looking at that demo is probably looking at it on a professionally supported, new PC with a 21” monitor, logged-in authenticated user, a 100 megabit LAN with T1 Internet access, with highly educated technical experts ready to jump in immediately when something goes wrong.. 

The real world is not like this. PCs are of varying ages, with myriad combinations of CPUS, video cards, modems, access speed, sound cards, Windows vintages, browsers, media players etc. Users vary widely too. Most of them are not technically sophisticated, and are already slightly exasperated by a machine they don’t fully understand. Anything which seems to them to be broken, will not be used, even if a simple workaround is actually available.

To be successful in a mass-market program, you need your content to be accessible to the vast majority of consumers. It’s fair to draw a line somewhere – for example, at this writing, Windows 3.1 or Windows 95 systems might be unsupported, and it’s reasonable to assume a desired consumer demographic has Internet access. Beyond that, you need to work with everyone and everything that’s out there, and do it without pain or surprises. 

Effectively Generating – and capitalizing on - Web traffic

There are lots of web sites out there. Unless the content is something that users can’t live without, if the experience is unpleasant, consumers will click away, and they won’t come back.  And this assumes that they find your site in the first place.

Even if they find your site and stick around for a while, is it making anyone money?  Hit counts are no longer considered valuable in themselves. Perhaps you want your visitors to buy something directly. Perhaps you want to attract a certain demographic group and collect personal information in support of marketing efforts which transcend the web site.

Having content desirable to your target demographic group on the site certainly helps, but in and of itself won’t necessarily generate much traffic. 

An effective way to bring people to your site is to let content – distributed by any means, including physical – bring them there for you. This is a core function of DRM technology, above and beyond content protection.

Effectively distributing content

Freely distributed content on, say, a CD-ROM, is much like a Web site. It doesn’t do any good until people use it in the desired way. In most content-based programs, this is very hard to determine.  Did enough people receive it, and are they the right people, demographically and otherwise? Often, the distribution is managed by a subcontractor, who may or may not effectively reach the desired audience. 

Having content which calls-home when used lets you evaluate the effectiveness of the distribution. You may then, for example, provide well-defined incentives to the distributor based not just on units produced or shipped, but on units used, and by whom. 

Further, of course, a call-home function provides a Web “hook” to the consumer which can be used in limitless ways to cultivate an ongoing relationship – a relationship with someone you already know something about, namely, the content that they’re using. 

Whose Brand is it?

The value of brands is immense, both offline and online. Online branding is complicated by the large number of brands already implicitly involved in the online consumer experience- the brand of the computer, operating system, Web browser, media player, document reader, and so forth.

It is important that the technology chosen for an online content program  - including content protection technology - be flexible with respect to branding at all levels and at all interaction points with the consumer. 

For example, the video players from Microsoft and RealNetworks are perfectly good players technically. They also have some degree of content protection available. But, to a large extent, it is the Microsoft or RealNetworks “brand” that the consumer experiences, which may distracts attention from the real brands i.e. the one(s) in the content, that a given program seeks to emphasize. 

When assembling an online program, it is essential to choose technology which lets you feature certain brands and hide others –and to change your mind on which brands to feature, preferably even after the program content is deployed.

Recognize the Real Competition

For a content provider designing a new on-line distribution channel, the real competition may be your own content via other channels. It goes way beyond the self-cannibalizing channel conflict you’re used to considering. Anything that the consumer views as a plausible alternative to your new channel is competition. To compete, online distributors and their technology partners such as DRM vendors must recognize that their overall offering – content, price, user experience, quality, limitations of use, associated services etc. – must be attractive compared to both legitimate and illegitimate competition, on-line and offline. 

A music publisher would thus need to consider, not just retail physical sales and the competing publisher’s online distribution strategy, but also the latest developments in peer-to-peer technology, audio compression technologies such as MP3, streaming audio, CD ripping, and CD burners. 

You can’t expect that your online distribution strategy will fix all of your problems – for example, CD ripping and burning will still be possible regardless. But you must realistically position the new channel as attractive within this range of possibilities e.g. by giving it useful features that are not easily obtainable in the P2P or offline worlds. 

Complex, non-automated business processes

For established, large businesses, this is one of the biggest barriers. The production and sale of goods such as software, audio, video, or documents, is a huge, complex business, which has evolved over decades based on a complex production chain, using physical goods, and physical stores. In many cases – notably music – the royalty and licensing requirements for various content items, over various channels, in various jurisdictions, are so complicated that only expert lawyers can figure them out, using the available paper-based resources. And many of the content related agreements predate the Internet, which creates uncertainty as to what is and is not within the scope of negotiated rights. For example, would it be legal to download a particular song by Sting over the Internet from a Los Angeles based server to a Canadian listener?  And if so, whom if anyone, would be owed royalties, and how much?  If you cannot answer that question easily, then you cannot begin to distribute that content on-line unless you do some time-consuming homework. And if you multiply that homework by all of the content items and delivery/geographical/legal combinations that might arise, the task is so large that, other than for fresh top-tier content or “classic” content, it probably is simply not worth doing.

This will be reality for some time, improving gradually based on two factors:

First, dominant media companies are themselves tired of this complexity, and are putting systems in place to help manage it, such as third-party software which automates the contractual – rather than protection – aspects of rights management. Over time, such systems will become common and integrated with other systems, so that content can be made available on-demand based on clear knowledge of its associated restrictions.

Second, newcomer companies may avoid much of the complexity, both because they are freer to associate with a smaller number of partners, and because they don’t need to manage legacy content whose licensing terms never originally took the Internet into consideration.

Flexibility of business models
Business models, in the sense used here, are about how the program operator generates revenue. The program operator may also be the content owner – but even if not, the program operator is often limited by the ways in which the content owner is used to making money. Unit sales, perpetual licenses, per-use licenses, subscriptions, advertising, referral fees, micropayment, wholesale licensing, bundles…. the options that consumers might want are limitless, but the options that can actually be supported are not. 
The best business models are still subject to debate. One thing that is already clear, is that simply replicating retail models such as unit music album sales at near-retail prices, is not very effective. Program operators should know up front that they are able to deliver a certain business model that has the most potential for success. Further, business and technology must be chosen such that the business model can be tuned as the program evolves, even for already deployed content. 
Competing Interests among program participants

Large corporations, especially in the media space, have complex relationships which place sometimes-unexpected restrictions on the programs they participate in. For example, a particular program might plan to make a portion of its income from advertising targeted to a content-specific demographic. However, if the program were, say, delivered on an America On Line disk, AOL might object to the program containing advertising for a Microsoft product, even if the sale of that advertising were being done by a third party as a separate sub-task. 
Conflict of Global Internet with Local Business and Legal Rules

The Internet was not built with geographical – or political, or legal – boundaries in mind. It is difficult to tell where a Website visitor actually is in the physical world. Even for basic ecommerce, there are issues such as language, physical shipping, tariffs, currencies, taxation, legality of content in different countries etc. Downloaded digital goods have most of these issues, and the additional issue of determining licensing restrictions for each piece of content in each jurisdiction. 

This will improve a little, as technologically advanced nations align policies in areas such as copyright and tariffs. The general problem is very difficult and will be with us for years.

Fortunately, there is a limited approach which sidesteps the general problem, based on the simple fact that your biggest customer base is in or near the country of the Web site in question. Where paid-for digital goods are concerned, most Web sites simply don’t make their service available for visitors determined be outside their district (e.g. United States), usually by IP address. For visitors who are in the district, further verification is only necessary when they are about to consummate a transaction – and that can be done by existing means such as correlating credit card numbers with visitor’s geographical locations. 

Channel conflict.

Most content owners are familiar with “classic” channel conflict.  For example, a game software manufacturer might not want to risk alienating Wal-Mart by selling an online-downloaded version of the game direct to consumers for less than the Wal-Mart price. In practice, there are many more competitive channels which need to be considered (see “Recognize the Real Competition.”) 

In the long run, the pressure for online delivery is unstoppable. Legacy channels such as retailers will become involved, with business offers that go beyond just replicating the existing physical retail process. 

Channel conflict is a real business issue, but most successful legacy channels which generate such conflict are becoming ripe for online delivery anyway. It is better to partner with them than to compete with them. 

The dot-com bubble 
This subject could occupy a book in itself. This climate encouraged the pursuit of many unrealistic business strategies, some of them involving on-line content distribution.  During 1999 and 2000, a whole chain of technology companies sprang up which were insulated from the realities of actually selling something to consumers. Company A would have a pie-in-the-sky business plan for, say, online streamed movies, and use venture capital to buy content distribution services from company B, which booked the order and used its venture capital to order routers & cache hardware from Company C..... and so forth. Perhaps partway through, company A would decide that it was changing markets and addressing enterprise (B2B) video, rather than consumer (B2C) video.  In any event, when the venture capital at one of these companies dried up and end-customers didn’t come, entire chains collapsed - often all the way back to top-tier companies such as Nortel Networks.

In hindsight it is clear that many bad business ideas were funded, including bad digital-content-distribution ideas. That doesn’t mean that digital content distribution per se is a bad idea – it just means applying business common sense like ROI to your programs.

It is also clearer now that properly-sized experiments are appropriate. A modest program which demonstrates the value of online content by generating a moderate profit, is far preferable to a seven or eight figure program which, if it fails, will scare off the participants out of all proportion to the lessons learned.
Lobbyist Protection Tactics & Their Opponents 
Major content owners in the United States are, in the main, well-funded, well connected politically, not expert on leading-edge technology, and worried about the Internet’s huge potential for increasing piracy rates. 

Naturally, they have sought to protect their interests, by supporting the development of both legislation and technology which serve to protect their content. 

On both the political and technological fronts, this has generated considerable controversy.

The issue is not that all digital content should be free – only a fringe minority takes that position. Rather, it is that the laws and mandated technologies resulting from such lobbying have repeatedly failed to meet their security objectives, and typically have had undesirable side-effects as well. As a legal example, consider the Digital Millennium Copyright Act (DMCA). This law outlaws previously legal security research, placing unrealistic restrictions on permitted research. In the opinion of many, it does more to inhibit legitimate researchers – those who actually contribute the most to the evolution of security technology – than it does to inhibit malicious hackers. Many legal challenges to the DMCA can be expected, on free-speech and other grounds, with the result hard to predict.

As a technological example, consider the Content Scrambling System (CSS) used to protect DVD videos. Designed in a secret industry consortium, the security was flawed and was quickly cracked by the “DeCSS” program and many others. 

As this is being written,  other protection schemes which “copy protect” audio CDs by deliberately introducing errors that consumer audio-CD players can tolerate but PCs cannot- are the subject of considerable controversy..

For anyone running content-driven programs today, there are three lessons here.

First, both the legislative process, and the mass adoption of new technology by consumers, take many years, and only protect certain markets. Even if a single, perfect hardware-based protectionist technology were known today, and the United States government was persuasively lobbied to mandate adoption of that technology in legislation, and consumers accepted it, it would be at least five years before there was enough market penetration of such technology to base a commercial content program on, and that just in the USA. We cannot wait that long for legitimate digital content to become available on the Net.  

Second, those who oppose technological protection of content are not all just uninformed hackers who don’t want to pay for anything. Some of them are well informed, politically and/or technically, and taking their perspective into consideration may enable you to build a better program.

Third, there is no silver bullet for content protection – and if history is any guide, the lobbying support of a specific technology by dominant corporations is no guarantee of a good solution. No-one else will do your own homework, or knows your needs better than you do. You should explore appropriate technologies and work with different technology providers to assemble a best-in-class solution.   

Interoperability and Standards

Digital Rights Management systems, at this stage of their evolution, are largely proprietary.  

Some of this is fundamental to the field; DRM systems often use a large arsenal of proprietary security measures, and vendors are not eager to share such strategic technology with competitors.

Some of this is a reflection of the early business stages that DRM technology is in. 

Just because a standard exists, does not mean that it will be adopted by a critical mass of industry participants. For example, the MPEG family from MPEG-4 onwards includes provisions for Digital Rights Management functions. However, these take the form more of “hooks” than of usable implementations, and, as of this writing, intellectual property licensing issues are threatening to slow deployment of new MPEG technologies. 

There are many other proposed standards pertinent to Digital Rights Management. Pre-eminent among these currently is XRML, (eXtensible Rights Markup Language) backed by Microsoft and ContentGuard, among others. 

Fortunately, there are ways to deploy now which help future-proof a program from any upcoming changes in the DRM world.  

· Remember that in the context of an overall Web program and infrastructure, Digital Rights Management is one component among many. 

· Choose the right basic architecture for your overall system so that DRM and other components interact only in well-defined ways.

· Focus on making a small number of successful business programs and getting the business parameters right. You don’t need to do expensive mass conversion of entire content libraries.

· Choose a DRM system based on its attributes, such as:

· Format independent e.g. does not force you to use, or stop you from using, any multimedia format e.g. MPEG4 vs. AVI.

· Allows you to preserve whatever brand or brands you want – is not tied to someone else’s branded media player, gaming site etc.

· Don’t have to rework your source library or impact core development processes.

· Decouples control from distribution and business parameters from content protection.

· Client/server model

· Right for security & renewability

· Right for consumer contact

· Right for controlling your business models.

Inflated Security Expectations

Content owners – especially of audio and video - seem to expect Internet-distributed content to be so highly protected that it cannot be stolen, period. This is based partly on understandable fear of revenue loss, and partly on misconceptions about security- specifically, a naïve belief in the magical power of modern cryptography. A better understanding of the underlying technology, such as can be gained by reading Schneier [5], reveals the true art of the possible:

You cannot prove in a mathematical sense that a security scheme in this arena is uncrackable. Even where strong cryptography – which might take years to “crack” - is used to encrypt content, it is always theoretically possible in an open system such as a PC to attack a security system without cracking that cryptography.  Indeed, no successful PC content-protection “cracks” known to the author work by actually cracking cryptographic keys. 

In addition, content owners must recognize that parallel, highly leaky digital channels (e.g. Red Book Audio CD, CSS-protected DVDs)  exist, and will continue to exist for many years to come. Metaphorically speaking, making a 100-foot wall around online distribution, if it were possible, would just drive people to go over the 5-foot wall required, say, to rip audio CDs to MP3. And since it isn’t possible to make the wall 100 feet high anyway, a 10-foot wall is perfectly acceptable – it is higher than the other walls, and increases your overall protection over time as the other walls are raised too.

Theoretically of course, you could design a system that used new equipment such as smart-cards, or legislated-in anti-copy hardware, or biometrics, to be significantly more secure. Such systems would meet consumer resistance and, in the best case, would take years to obtain the required critical mass in the market. 

The bottom line is that security in this arena is not about certainty; it is about risk management for your business. A reasonable degree of content security, as part of a program which is, overall, highly attractive to consumers today, provides the best ratio of risk to reward.

The Misleading Tradeoff: Security vs. User-Friendliness

It is common wisdom that the more secure a system is, the harder it is to use. This is true to only a very small extent, but it still is used as an excuse by many DRM vendors: “Sorry folks, we can’t make it easier to use or it wouldn’t be secure”. In this arena the only time user-friendliness is inevitably impacted by increases in security, is at the step from no control of content, to any control of content. This impact can be minimized by careful design of the resultant user interfaces. 

Beyond that, security can be increased substantially in many useful dimensions without the user being impacted at all. Some choices – say, adding retinal-scan biometrics – certainly would impact the user, but in practice most such choices are rarely commercially attractive anyway.  Other improvements – such as the use of stronger cryptography or improved anti-tamper measures – can be made in such a way as to increase the level of content protection, with no negative consumer impact.

Consider the Consumer Perspective

Through the 1990’s, digital distribution technology offerings were based mostly on what technology companies could do, to some extent on what content owners wanted, and not at all on what consumers wanted – or at least, what they would be willing to pay a reasonable amount of money for. 

This didn’t apply just to digital content distribution. Many media web sites, when they discovered that advertising would not support a sustainable business, were unable to get their existing free subscriber base to migrate to paid-for subscriptions in sufficient numbers to be economic. A few – such as CBSMarketwatch.com – thrived, by focusing intently on consumer value.

As for online distribution of digital goods, initial offerings of content downloads were cumbersome even before content protection technology was added, and most protected-content systems were so user-hostile that they made Napster look like a paragon of user interface design.  On a similar note, many companies tried to deliver software or media content using streaming technology, despite the reality that the consumer experience was unacceptably poor for most content types, even over broadband connections.

The lesson is that, although the consumer is not the immediate customer for most of the participants an on-line program, and may not be paying directly at all, the consumer experience is still paramount.  All of the participants in an online content program have an interest in the consumer component of that program being a positive experience, whether they are directly responsible for that part or not.
The Fair Use Dilemma
In most jurisdictions, copyright legislation does not proscribe all replication of copyrighted content. To the contrary, there are specifically allowed types of copying. In the United States, these are reflected mainly in the doctrine of fair use and the Audio Home Recording Act.
Unfortunately, the distinction between what is permitted copying and what is not, is based primarily on the intent of the person doing the copying. Since there is no known technology which can divine the intent of its user, it follows that foreseeable automated Digital Rights Management systems will necessarily be either too strict or too lax relative to fair use.  In practice, since being too lax relative to fair use is probably does not provide adequate protection, most such systems will be too strict.

One approach to the issue is to explicitly allow limited copying, such as 3 permitted copies, or “check-in / check-out” systems, where transferring a copy to another device makes it inaccessible in the first device. These are difficult to do securely, and are still open to Fair Use legal challenges, but they do go some way towards appeasing the consumer.

Another approach is to position the transaction with the consumer as a license agreement rather than a content purchase. This makes the transaction subject to contract law rather than copyright law. Under the terms of the contract, the user’s copying rights could be limited in a way that lines up with the DRM technology used. As of this writing, the legal foundation for this is debatable. “Click-through” and “shrink-wrap” license agreements are rarely read by consumers, and have been subject to legal setbacks. And contract law, unlike copyright law, is different from state to state in the USA.

Some respected observers have even suggested that preventing copying per se is wrong-headed. In “Taking the Copy Out of Copyright," [8] Miller and Feigenbaum argue that it is distribution, not copying, which should be controlled. Unfortunately, the same technology issues apply here: there is no known technology that can prevent distribution without affecting the ability to copy.

From a purely logical point of view, using today’s DRM technology to provide enforcement which matches today’s concepts of fair use is an “over constrained problem” – a polite way of saying it’s impossible. No single system can simultaneously meet all of the requirements that lawyers, legislators, content owners, engineers, and consumers might place upon it, even in one jurisdiction, let alone dozens.

A better approach to this issue is to control use of digital material, not the simple possession or copying of it. By having, inherent in the material, the ability to initiate appropriate usage rights transactions, simple copying and distribution become irrelevant – in fact, become beneficial – with respect to supporting the copyright holder’s interests. 

From a practical point of view, it comes down to the consumer experience. Consumers must know what they’re getting. If the offering doesn’t resemble what they are used to, this must be explained up-front. Well-designed DRM technology is very useful here. It helps establish a clear consumer expectation of a specific licensing model – without burying it in the details of a licensing agreement that no-one ever reads- and provides protection in line with that model.
Voodoo economics 
It is easy in hindsight to shake our heads at the excesses of the dot-com boom era. Who in their right mind would have paid, say, $200 per share for amazon.com? But the fact is, there is always an “expert” on hand who is prepared to explain why old measures of value are obsolete, in order to propose new ones which can support business plans – or stock prices – which are flawed on a common-sense basis.

This went beyond analysis of individual companies and programs. The book “The Long Boom”[7] proposed that the world had in fact entered a new paradigm where technology enabled permanent double-digit growth.

The markets have come back to basics like Return On Investment, (ROI) and so should anyone running a Web program. The overall objective may not be directly measurable in dollars – but it should be measurable, and have a defensible correlation to somebody’s revenue.
Negative consumer value of Protection
From a consumer’s point of view, any technology designed specifically to protect content allows them to do LESS than they could before - even if it works perfectly. (Note that the priorities are different in a corporate environment, where security is valued more than privacy and flexibility.)  In and of itself, consumers don't want such technology. They especially don't want to pay extra for it, or have it built-in at the hardware level in their consumer electronics. Many consumers suspect that such systems are likely to deny them access to content they are entitled to under fair-use laws or, worse, to malfunction in such as way as to deny them access to content they already own.

Worse still, consumers have been alienated by many recent on-line initiatives, wherein legitimate online content has been hard to find, non-competitively priced, and protected by DRM systems which were too restrictive and not user-friendly.  The phenomenal  success of Napster, for example, was not entirely due to the content being free. Napster was  a much better way all around for a consumer to get content  than the legal alternatives. In many cases, there were no legal on-line alternatives.

It is up to the online industry to give consumers choices that make controlled content attractive. First, content control systems need to be unobtrusive and flexible. Frankly, today, most systems fail on both counts. Second, there has to be compensating value for the loss of previously available features such as a physical copies and uncontrolled use. 

Fortunately, the Internet provides the lever for this added value. It provides a persistent point of reference about the consumer, which can be accessed from anywhere. This could support, for instance, monthly subscription models, or access to Internet-based content from anywhere, or persistent rights ownership that transcends particular physical formats.
Conclusions

The dot-com boom is over and we’re all a bit wiser. 

Some of the challenges that hindered on-line content programs in the past – notably, legal and international ones – are systemic and will be with us for a while. There will be gray areas that simply can’t be avoided if you do business on-line.

In some cases, the problem was the industry’s own over-optimism. We tried dumb things, like using video or voice streaming to make $2000 PCs into poor competitors for $200 televisions or $20 telephones. The world of technology has not changed enough to make these ideas viable. Our understanding of the art of the possible has, however, improved. We’re more realistic.

Other factors, such as the penetration and speed of consumer Internet connections, consumer readiness to engage in on-line transactions, and an appreciation by legacy retailers of the on-line world - have improved considerably. 

The consumer is king, and has lots of choices, It doesn’t matter how complicated your business model is, or where you are in the value chain. If the consumer does not come, you and your partners do not have a sustainable business.

Using attractive digital content with online interaction– such as software, audio, or video – is a great way to increase consumer participation in your program.  The content must be protected of course, but just as important, the overall experience must be pleasant, and it must be properly marketed so that people will try it.

Admittedly, for content owners some developments are troubling. Most notably, the lack of legitimate on-line content has made otherwise honest people get used to stealing content. This is not a reason to keep content off of the Internet – to the contrary, it is a reason to get content onto it more than ever. The longer that legitimate content is unavailable, or is a poorer experience than pirate sources, the more long-term damage will be done as millions more online consumers become blasé about stealing content as a matter of course.
As Geoffrey Moore[6] would put it, we are just stepping across the chasm to a mature Internet economy.  The chasm has risks, but those who step across it first will win.
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